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Memory-Based Hypothesis Formation: 
Heuristic Learning of Commonsense 

Causal Relations from Text 

H. CEM BOZSAHIN AND NICHOLAS V. FINDLER 
Arizona State University 

We present a memory-based approach to learning commonsense causal relations 
from episodic text. The method relies on dynamic memory that consists of events, 
event schemata, episodes, causal heuristics, and cousol hypotheses. The learn- 
ing algorithms are based on applying causal heuristicsto precedents of new in- 
formation. The heuristics are derived from principles of causation, and, to a 
limited extent, from domain-related causal reasoning. learning is defined as 
finding--and later augmenting-inter-episodal and intro-episodal causal connec- 
tions. The learning algorithms enable inductive generalization df causal asso- 
ciations into AND/OR graphs. The methodology has been implemented and tested 
in the program NEXUS. 

INTRODUCTION 

In this article, we examine the mechanisms by which causal relations ex- 
pressed in natural language can be learned. Natural languages provide ample 
means to describe physical and mental events, mark relations between 
events (e.g., an event causing another one), and allege reasons for the occur- 
rence of events (e.g., an event being a consequent of some overall plan). 
There are also linguistic clues that can help to distinguish causal connections 
from noncausal ones, such as causative verbs. Because individual causal 
statements rarely stand in isolation, linking them is a central issue in under- 
standing causal phenomena. The task of the system described in this article 
is to learn causal associations from linguistic and extralinguistic manifesta- 
tions of causation. 
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Episodic text has been chosen as the domain of study. This kind of text 
follows a “story grammar” that consists of a setting (background informa- 
tion) and a sequence of events (Rumelhart, 1975). The setting and the events 
(1) have a main topic, (2) involve human actions, and (3) tend to be 
cohesive. Scripts (&hank & Abelson, 1977) and script schemata such as 
MOPS (Schank, 1982) are,examples of episodes, and they form a causal 
chain of events. Episodes, in fact, exhibit a network structure with the 
possibility of many-to-many causal relations between events (Myers, Shinjo, 
& Duffy, 1987; Trabasso & Sperry, 1985). The latter fact also requires the 
schemata to be applicable in a wider range of instances where similar events 
can happen in different orders or in varieties of causal interactions. We have 
designed the learning algorithms to account for networks of causal relations. 

Studies of causation in artificial intelligence (AI) have primarily focused 
on statistical (Charniak & Goldman, 1989; Gabrielian & Stickney, 1987; Kim 
8c Pearl, 1983; Liu, 1986; Pearl, 1986, 1987a; Peng & Reggia, 1987; Weiss, 
Kulikowski, & Amarel, 1978) and logical approaches (Cox & Pietrzykowski, 
1986; Fusaoka & Takahashi, 1986; Hagers & Hansson, 1983; Pearl, 1987b; 
Shoham, 1988). In our view, inductive nature of causation renders these per- 
spectives quite limited as the sole basis for computational models. It is im- 
possible to enumerate a priori all factors in causal analysis. A dynamic model 
with learning abilities would be better equipped to incorporate new factors 
into the model as they become known. Recent learning systems, such as 
ALFRED (Riesbeck, 1981), UNIMEM (Lebowitz, 1983), GENESIS (Mooney 
& DeJong, 1985), OCCAM (Pazzani, 1988, 1991), PRODIGY (Carbonell, 
1986), MBRTalk (Stanfill & Waltz, 1986), COBWEB (Fisher, 1987), 
RESEARCHER (Lebowitz, 1988), CHEF (Hammond, 1989), CLASSIT 
(Gennari, Langley, &Fisher, 1990), CMS (Findler, 1990) and NEXUS have 
all incorporated incremental generalizations in one form or the other 
because of that reason. 

The ideas presented here are the bases for the causal learning system 
NEXUS. We have designed the system to operate as an unsupervised learn- 
ing program. Its learning paradigm is similarity-based induction, as out- 
lined by Stanfill and Waltz (1986). It processes episodic text and produces 
networks of causal associations within and between episodes. In the follow- 
ing sections, we explain the knowledge representation, the memory 
organization, and the learning strategy of NEXUS with examples. 

KNOWLEDGE REPRESENTATION 
The memory in NEXUS is made up of several levels of abstraction. At the 
bottom layer, there are the events and event schemata (e.g., plan and goal 

I For a detailed description of NEXUS, see Bomhin (1991). 
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schemata). They are used as building blocks for episodes and causal graphs. 
Causal heuristics form the top level of the hierarchy. 

Events and Event Schemata 
An event (in our usage) is a description of (1) a state of an object, or (2) a 
change in the state of an object through an action. The term “event” refers 
to a system event: In the first case, the unchanged (or perhaps previously 
unknown) state is described; in the second case, the state change and its 
associated agent are specified. Events are classified into two main categor- 
ies: physical and mental events. Physical events alter the state of objects via 
physical action (e.g., being hit by a car); mental events do the same by men- 
tal action (e.g., John read a book). Physical events can cause mental events 
and vice versa. 

Events can be causes and effects in NEXUS. In other words, a cause or 
an effect can be an action or a state of an agent. The state of the agent can 
be represented by a mental or physical action as well. This scheme can ac- 
count for actions that are initiated by objects being in a certain state, not 
necessarily by an explicit action. For instance, in Mary was angry, she hit 
John, the assumed cause of Mary hit John is the state of Mary being angry. 
Events are represented as sets of attribute-value pairs (slots) similar to con- 
ceptual dependency forms (Schank, 1975). 

In addition to basic events, there are higher level structures to account 
for the goals and plans of the actors. Their representation is similar to 
Wilensky’s (1983). They have the following additional slots: 

name: The name of the plan or goal. Goals and plans are named 
entities so that top-down and bottom-up hierarchies can be 
easily established. 

planner: The actor who has the goal or who pursues the plan. 
coplanner: Another actor who has the goal or who pursues the plan 

along with the planner. 
object: The object that is affected by the pursuit of the plan or 

goal. For instance, in John wanted to take Mary with him, 
Mary is affected by John’s goal. 

objective: The expected outcome of the goal or plan. The reason the 
actor is pursuing the goal or plan. 

The values of slots in events and plans/goals have the following structure: 
(slot-type (intended-function (value))) 

where slot-type is a symbol for the type of the value. The intended-function 
is a symbol used mainly for artifacts and inanimate objects. It helps in 
categorizing and filtering objects, in matching them with equivalent or 
alternative objects, and in resolving the ambiguities about filling the slot 
values. 
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A finite set of categories for slot types and functions is used in the pro- 
gram. An inheritance network is established among slot types so that two 
values could match even though they are of different but compatible types. 
For instance, (human(male(michael))) can substitute for (group(driver(bus- 
driver))) because drivers are human beings (i.e., group IS-A human can be 
inferred). 

Structure of Causal Knowledge 
Two kinds of causal knowledge are used: causal heuristics and causal 
hypotheses. A causal heuristic is a procedure that examines the patterns of 
events in episodes and makes causal assertions about them. It can detect a 
potential causal connection or reject an assumed causal association between 
events. The set of causal assertions is assembled into an overall account of 
causation for the episode in the form of a causal hypothesis. 

Causal heuristics have three parts: precondition, applicability, and body. 
These heuristics are similar to the operators of the STRIPS system (Fikes & 
Nilsson, 1971) in their functioning. The input to each causal heuristic con- 
sists of two events x and y, the current episode under evaluation, and the 
list of episodes related to the current episode. The relatedness of the new 
and the previous episodes is a pattern-matching metric determined during 
the initial memory search. The output of each heuristic is a statement 
whether x can cause y under the given context. 

Precondition is a function that determines whether the input events x and 
y have the attributes necessary to evaluate the heuristic (e.g., for temporal 
causality, the two events need to have the time attribute). Applicability of 
the heuristic determines whether the heuristic is suitable in the current con- 
text (e.g., for precedent-based causality-called “constant conjunction” by 
philosopher David Hume (as cited in Lewis, 1973)-the existence of prece- 
dents in memory is required). Both precondition and applicability are used 
to eliminate certain event combinations from consideration, but they differ 
in scope. The former examines individual events; the latter ranges over 
several events, an episode, or the entire short-term memory. If precondition 
and applicability are satisfied, the procedure body returns the causal infer- 
ence prescribed by the heuristic. 

Causal heuristics can be classified according to their range of applicability 
and the nature of the causal assertion they make. Figure 1 shows the types 
of causal heuristics used by NEXUS. General heuristics are based on the 
principles of causation (see Table 1). Domain heuristics are instumental 
in making domain-specific assertions that would not have been made by 
domain-independent heuristics. These exploit the domain knowledge in 
their operation. Although their use has been limited in the test runs, they 
have the potential to extract more specific explanations for certain events 
provided that sufficient domain knowledge is fed into the system. 
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Causal heuristic 

! 
General heuristic Domain heuristic 

intra-episodal inter-episcdal 

A-A inclusive heu”Anstraint 

refute induce refute induce 

Figure 1. Taxonomy of causal heuristics 

TABLE 1 
Causal Heuristics 

Description 

A con be the cause of B if A always precedes B when they both occur 
(constant con/unction). 

We 

Induce 

A can be the cause of C if A can cause B and B can cause C (transivity). 
A con cause B if A has a plan that leads to B (plan-directed causality). 
A can cause B if A has a plan for goal 13 (goal-based causality). 
There can be no causal relationship between A and B if A=B (irreflexivity). 
A and B cannot cause each other (anitsymmetry). 
A cannot cause B if B occurs before A (time precedence). 
A cannot cause B if the location of B is inaccessible from the location of A 

(spatial causality). 

Induce 
Induce 
Induce 
Refute 
Refute 
Refute 
Refute 

Retract the constant conjunction that A causes B if (a) either A or B but not 
both appear In the new episode, or (b) A and B both occur but it is concluded 
that A cannot cause B in the new episode (negative conjunction). 

Refute 

Causal hypotheses are derived-and later revised-by the program as it 
learns about the connections between the episodes. Network models, such 
as belief networks (Pearl, 1986, 1987a) and causal networks (Weiss et al., 
1978), have been used to represent many-to-many relations. NEXUS keeps 
causal hypotheses in the form of AND/OR graphs. Thus, the program can 
give an account of a single event causing several other events (conjunctively 
or disjunctively), as well as a single event having multiple causes. Multiple- 
cause-multiple-effect is handled as a special case of multiple-events causing 
several single events. Figure 2 shows an example of a causal AND/OR graph. 
The labels in the causal links (e.g, disjunctive effect) have to do with learn- 
ing. They are explained in Section 5. 
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B conjunctive cause 

evmt VtiFTK disjunctive 
effect 

conjunctive effect 
disjunctive 
cause 

Figure 2. A causal AND/OR graph 

DERIVATION OF CAUSAL HYPOTHESES 

Let us work through a case study to demonstrate the learning process in 
NEXUS. The source data are about kidnapping incidents. The input text 
for the cases have been presented to NEXUS in the form of episodes. The 
first test case is as follows: 

( (jack and sue lived in townville) 
(jack had been married to ann before) 
(she and lisa drove to townville in august-1979) 
(they waited until jack left) 
(ann waited in the car) 
(lisa knocked the door) 
(she wanted to see if sue was at home) 
(ann had told lisa that she wanted to get jack return to her) 
(sue opened the door) 
(ann threw sue into the car) 
(she screamed) 
(ann drove the car away) 
(the neighbors heard the scream) 
(they called the police) 
(sue has been lost since)) 
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It is the first episode processed by NEXUS. Thus, there is no similar episode 
in the memory that it could be related to. There is no hypothesis to explain 
it, either. The trace of the processing is as follows: 

Lisp> > (nexus episode l-text) 
Processing new episode . . . 

Parsing into semantic representation . . . 
Goal/plan detection in progress . . . 

Semantic Analysis of the episode completed . . . 
Relating new episode to LTM . . . 

Related to no episodes. 
Tryig to find a relevant hypothesis . . . 

None found. Generating one from new episode . . . 
Enter episode name : “Ann, Lisa, Jack, and Sue” 
Constructing a hypothesis for the new episode . . . 
Enter hypothesis name : “Ann/Lisa vs Sue” 

Hypothesis generation completed . . . 
Save session 7 no 

NEXUS run completed . . . 

The results are deliberately not saved at the end of this run because the next 
episode will be processed in two different modes: First, as if it were the first 
episode processed, and second, as the second episode, which has a precedent 
in the memory. The difference will be in the way the hypothesis is learned. 

The graphical representation of the hypothesis for the first episode is 
shown in Figure 3. Events in the figure are actions that actually happened in 
the episode. Plans and goals are inferred by theNsystem as potential reasons 
or consequnces of the actions. They are not generalized (i.e., roles are not 
parameterized) in this case because the hypothesis is for one specific 
episode. Some of the causal associations in Figure 3 can be explained as 
follows: The conjunctive cause of “provide help” are the neighbors’ call for 
help, police’s intention to help the neighbors and the victim (Sue). The con- 
junctive effects of neighbors’ call are (1) police helping the neighbors, and 
(2) Sue getting help from the police. Arm’s telling Lisa of her intentions (cf. 
“ask for help” node in figure) is not enough to warrant the conclusion that 
they are accomplices. When they cooperated in the subsequent actions lead- 
ing to the abduction, the system was able to detect a conjunctive cause for 
acting together. There is also an example of retracted causal statement in the 
figure; one of the potential goals that could be pursued was “kidnapping 
for ransom.” But this was not included in the hypothesis because the poten- 
tial cause-that kidnapping was for ransom-could not be detected later 
on; there were no succeeding events in which the question of ransom came 
up. This causal association was eliminated by one of the three domain- 
specific heuristics, which contains inferences about abduction, asking for 
money, and their association. In other words, the same heuristic generated 
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the potential cause (ransom) and later retracted it when the events did not 
lead up to its expectations. 

The second test case is as follows: 

( (daniel and mary had been divorced) 
(daniel saw her in the parking lot after work) 
(he forced her into the car) 
(she refused him) 
(he kicked her into the car) 
(he drove the car to his house) 
(he threatened to kill her if she tried to escape) 
(he let her call the parents) 
(the police and the ambulance came to the house) 
(he told the police that she took the children away) : 
(mary told daniel that she will stay with him) 
(he let her go) 
(the police arrested him)) 

As mentioned before, it is processed in two different ways. First, it is 
treated as an isolated episode to analyze the intra-episodal causal connec- 
tions. The trace of processing in this mode is much the same as in the first 
episode. The hypothesis for the second episode is shown in Figure 4. The 
contribution of another domain-specific heuristic can be seen in this figure: 
The kidnapper tells his plan about kidnapping and the reason why he decided 
to carry out his plan (the edge, labeled d, leading to the “abduct” node in 
Figure 4). The program found out that the events indeed happened accord- 
ing to the plan and thus made the causal association. 

In the second mode of processing, the detection of inter-episodal causal 
relations between the first two episodes is studied. In this scenario, the 
results of the first episode have already been reflected upon the memory of 
NEXUS, which now contains the first episode and the hypothesis for it. The 
trace for the processing of the second episode will now be 

Lisp> > (nexus episode 2-text) 
Processing new episode . . . 

Parsing into semantic representation . . . 
Goal/plan detection in progress . . . 

Semantic Analysis of the episode completed . . . 
Relating new episode to LTM . . . 

Related to (“Ann, Lisa, Jack, and Sue”) episodes. 
Trying to find a relevant hypothesis . . . 

This episode can be explained by Ann/Lisa vs Sue 
hypothesis. 
Augmenting . . . 

Enter episode name : “Daniel and Mary” 
Constructing a hypothesis for the new episode . . . 
Enter hypothesis name : “Daniel vs Mary” 

Hypothesis generation completed . . . 
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Combining hypotheses “Ann/Lisa vs Sue” and “Daniel vs Mary” 
Enter hypothesis name : “kidnapping” 

Save session 7 yes 
Episodic and Procedural LTM updated. 

As can be seen from Figure 5, the hypothesis now contains inter-episodal 
causal connections as well as intra-episodal ones. The connections marked 
with “cc” (constant conjunction), for instance, are derived from both 
episodes. More importantly, the causal mappings in the original hypothesis 
have changed; common events happened in different combinations in the 
two episodes (e.g., effects of “let know” and “abduct” are now disjunc- 
tions) and different events led to same conclusion in different ways (e.g., 
the “threat” and “arrest” are nonexistent in the first episode, hence the dis- 
junctive cause of victim getting “help”). 

Because of the fact that the latter episode was related to the former 
episode, the system needed to employ both methods of learning. First, it 
had to learn causal relations in the second episode from scratch. Then, it 
had to combine the original hypothesis with the new hypothesis to extend 
the range of the original hypothesis. Once the processing is finished, the 
original hypothesis is replaced by the augmented hypothesis. 

Intra-episodal heuristics look for causal connections within a single epi- 
sode. Inter-episodal heuristics detect causal relations by examining events of 
several episodes in the memory. General heuristics can make positive and 
negative causal assertions. Inducing a causal assertion between events x and 
y means x can cause y. Refuting a causal connection means x cannot cause 
y. An exclusive domain heuristic can dismiss a causal connection that may 
not have been ruled out by a general heuristic. It puts a domain-related con- 
straint on what can cause what. In contrast, an inclusive domain heuristic 
can make a positive causal assertion that could not have been made by a 
general heuristic, provided that the causal assertion does not violate the 
principles of causation and other domain heuristics. For instance, the con- 
cept of ransom is particular to a family of cases such as kidnapping, hijack- 
ing, and so forth. An inclusive heuristic may explain the consequences of 
not paying the ransom (e.g., victim is not released). An exclusive constraint 
may rule out financial motives in cases where no ransom is asked. 

The value of negative causal assertions may not be evident at first sight 
because they are not represented in the causal graphs. However, their im- 
portance should be clear when we consider the complexity of finding all 
potential causal connections within a given set of events. Assuming that 
there are n events, there may be n(n - 1)/2 connections. Most of these con- 
nections will be spurious because an event is very unlikely to be causally 
related to all other events in the episode. 

A BNJ? grammar for causal hypotheses is given in Figure 6. NEXUS works 
on a subset of hypotheses that can be generated by that grammar. Rest+ 
tions me imposed on the cardinality of the event-fist to allow formation Of 
forward and backward causal chains. For forward chains, the antecedent is 



/- 



s --f 
Node --f 

Causes --f 

Effects --f 

Event-list + 

COtljUJlCtiOIl + 

Means --f 

Event --f 

BY + 
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( t Node 1 ) 

( cause Causes Effects ) 

( agent Event-list ) 

( effect Event-list ) 

( or ( Conjunctiotl ) ) 

( and ( Event [Means I I+ ) 

(means By ) 

<event> I nil 

constant-conjunction I sub-goal I 

plan-part I agency I consoquenco I domain 

443 

(Boldface characters are terminal symbols. <event> is the semantic representation of 

an event or event schema) 

Figure 6. Grammar for causal hypotheses 

restricted to a single conjunction. For backward chains, the consequent is 
restricted to a single conjunction. The grammar can handle arbitrary combi- 
nations of causes and effects by representing them in a disjunctive form of 
events (cf. the event-fist production in the grammar). 

MEMORY ORGANIZATION 

The hierarchy of knowledge structures constitutes the dynamic memory of 
NEXUS (Figure 7). It is composed of a long-term memory (LTM), a short- 
term memory @TM), and a working memory (WM). The latter is used as a 
scratch pad for manipulating the currently examined episode. The LTM has 
episodic, declarative, and procedural components. The episodic LTM con- 
tains the episodes processed by NEXUS. The declarative LTM is world 
knowledge about the objects participating in the events of the episodic LTM. 
This is usually the kind of knowledge that is not explicitly mentioned in 
episodes but is taken for granted (e.g., human beings are animate). Goal- 
plan-event relationships are also saved in declarative LTM. The procedural 
LTM stores the causal hypotheses, the causal heuristics, and a set of com- 
monsense inference rules. The STM is a chunk of memory that NEXUS 
builds up during processing. It contains the names of the episodes in 
memory that are related to the episode currently being processed. It is of 
limited size and life span, and is refreshed every time a new episode is eval- 
uated. The WM contains the list of events mentioned in the current episode. 
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NEXUS 
memory 

Long-lean 

Declarative 

Goal/Plan Base Heuristics RUki 

Figure 7. Memory structure of NEXUS 

It is primarily used for pattern matching. It too has a limited life span; it is 
wiped out as soon as processing is finished on the current episode. The dis- 
tinction between STM and WM is that of function: the former is used for 
recall of episodes whereas the latter acts as temporary storage for processing. 

Whittlesea’s (1987) account of dominant episodic memory has been used 
in the program. His model envisions episodes that have their own small sets 
of abstract information, instead of using a global dual-memory in which 
episodes and abstract information are stored and retrieved independently of 
each other and in parallel. When an episode is retrieved from memory, the 
local semantic memory of the episode becomes accessible as well. In con- 
trast to rule-based systems in which rule execution is of utmost concern, and 
memory (the knowledge base) is used solely for look-up purposes, the 
constituents of the dynamic memory drive the reasoning and the learning 
processes. 

THE LEARNING METHOD 

Memory-based reasoning systems have recently begun to receive recogni- 
tion. In MBRtalk (Stanfill & Waltz, 1986), commonsense knowledge is 
viewed as undigested pieces of memory that are recalled to make inferences. 
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RESEARCHER, a natural language understanding system, also relies on a 
memory of detailed text (Lebowitz, 1988). Episodic memory structures were 
used to disambiguate natural language utterances by Riesbeck and Martin 
(1985). Case-based reasoning-which is a variation of memory-based 
reasoning, one that requires a strong domain model-has become quite 
popular due to its ability to index and recall cases in memory (Kolodner, 
1981). 

The advantages of memory-based reasoning stem from its amenability to 
incremental learning. Earlier AI systems had the semantic information 
about objects of interest hand-coded into their memories a priori. A 
memory-based system, however, searches through memory to find out 
whether it has encountered a similar object or experienced a similar event in 
the past. .Robustness is another feature that results from this open-ended 
approach. In case no related experience is found, the system could create a 
new frame for the unique input, later to be enriched as more episodes are 
processed. Fragility of earlier AI systems in similar circumstances has been 
notorious. 

Similarity-based induction (SBI) is related to other inductive learning 
models but differs from them in several aspects. Similarity-based learning 
(SBL, Lebowitz, 1983) for instance, can detect similarities but learning is 
guided. In other words, the learning program has to know a priori whether 
the input is a negative or a positive example of the concept. Explanation- 
based learning (EBL, DeJong & Mooney, 1986) is knowledge intensive. It 
requires very detailed domain information in order to make a generalization 
from an instance of a concept. Moreover, EBL is better suited for the prob- 
lem-solving systems where the program, by virtue of being an active planner, 
can observe its results and use them as feedback about the accuracy of the 
planning. In contrast to SBL, SBI does not require the guidance of the user 
to categorize the input. The causal relations in an input episode will be 
found via heuristics that take into account the degree of relatedness of the 
new episode to the ones in the long-term memory. This enables the system 
to catalog any new episode along the ones that are causally related to it. 
With respect to EBL, SBI is more memory intensive than knowledge inten- 
sive. Although the system has the capability to employ domain-dependent 
reasoning, the focus is on learning with a small set of heuristics that are gen- 
eral enough to apply to a variety of domains. Theory-drived learning 
(TDL, Pazzani, 1991) is a learning technique based on causality. TDL ex- 
amines a set of observations using prior causal theories and principles of 
causality. What is learned is a causal theory in the form of a causal chain. In 
this method, the treatment of multiple causes and effects (either disjunctive 
or conjunctive) within an episode, and the differences in causal interactions 
of similar events in multiple episodes, must be delegated to an EBL-based 
learning subcomponent that would require a substantial amount of domain- 
specific knowledge to make such inferences. 
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Viewed as a black box, the learning algorithms of NEXUS take the 
related portions of memory as input and produce a causal hypothesis as out- 
put. This process is achieved by evaluating causal heuristics. The inductive 
nature of learning requires that the system be able to come up with a 
hypothesis even in the absence of precedents. In cases where an episode is 
not related to any other episode in memory, the causal heuristics try to find 
the intra-episodal causal relations. Later on, these will be augmented by 
inter-episodal causal relations when similar episodes are processed. 

A causal heuristic may return a negative, a positive, or no conclusion at 
all. Let A = (x, y, E, S) be an ordered tuple where x and y are input events, E 
be the set of episodes calculated as related to the new episode S. A is the in- 
put to the heuristics. The task of each heuristic is to find out whether x and 
y are causally related, given E and S. A positive causal inference is of the 
form 

(cause (agent x) (effect y) (means m)) 

where means denote the mechanism by which x causes y. The means can 
be inferred from E or S. A negative causal inference asserts that x cannot 
cause y in the given context. It is of the form 

(not-cause (agent-x) (effect y)). 

A negative causal inference is more powerful than a positive one because of 
the falsity-preserving property of inductive hypotheses; positive inferences 
could be retracted or invalidated as more episodes are processed, whereas a 
negative inference maintains its validity. For instance, temporal precedence 
of events is used only as a refutation heuristic in NEXUS. If event y hap- 
pens before event x, the only valid conclusion is that x cannot cause y. On 
the other hand, “y caused x” is an inductive statement, which can, at best, 
be further supported as more episodes are processed. 

Another reason for considering temporal relations only to rule out im- 
plausible causal associations is related to the event structure. A symbolic 
representation of events runs into the problems of measuring and quantifying 
time. The exact time of occurrence, and the maximum time delay between 
two occurrences that can be tolerated to make a temporal connection, are 
two questions that are best answered by quantitative models. A symbolic 
system would not have the same precision to mark the start and end times of 
events. 

A heuristic will return no inference if its precondition, applicability, or 
procedure body fails. One of the heuristics is based on precedent-base 
causality: In Hume’s formulation, there has to be constant conjunction 
between the cause and the effect, that is, “. . .an object followed by 
another, and where all the objects, similar to the first, are followed by ob- 
jects similar to the second” (as cited in Lewis, 1973). The precondition 
makes sure that the cause happened before the effect in the new episode. 
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1. Evaluate causal heuristics. Let the set P be the set of positive causal assertions, 

and the set N the set of negative causal assertions. 

2. Compute the transitive closure of N, N+. 

3. Eliminate contradictions from P and N+. Let the resultant set be R. 

4. Combine common antecedents (i.e., causes) of the causal assertions in R. The 

result will be a set of casual assertions of the form Node (cf., Figure 6). 

5. Combine common consequents (i.e., effects) of the causal assertions in R. The 

result of this step is also a set with elements of the form Node. 

6. Combine the results of Step 4 and Step 5 to build progressive and regressive 

chains, respectively. 

Figure 8. Algorithm for building an initial causal hypothesis 

The heuristic is applicable only if the new episode is related to some other 
episodes in LTM. The body of the heuristic searches for the constant con- 
junction by pattern matching. 

A causal graph is constructed based on the plausible causal relations ex- 
tracted from the current episode and causal hypotheses derived from related 
episodes. In the first phase of the causal graph construction, the contradic- 
tions between causal assertions are removed. For instance, the following 
two causal assertions will cancel each other out. 

(cause (agent x) (effect y)’ (means <type>)) 
(notcause (agent x ) (effect y)) 

Using the transitive closure of the set of negative causal assertions in this 
operation precludes any possibility of contradictions remaining. Circular 
causal statements are also removed in a similar manner. In the second phase 
of the graph construction, the progressive and regressive chains of the 
causal graph are built. 

The algorithm for learning causal relations from scratch is given in 
Figure 8. In this mode of learning, there is no precedent in the memory, and 
there is no hypothesis that can be modified to explain the current episode. 
The hypothesis-modification algorithm will use this algorithm as a starting 
point. 

Initially, common consequents and antecedents form conjunctions. For 
instance, the causal statements 

(cause (agent x) (effect y) (means <type>) 
(cause (agent x) (effect 2) (means <type>) 
(cause (agent w) (effect y) (means c type>) 
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1. Execute the algorithm in Figure 8 for the new episode. Let the new hypothesis be 

Hn. 

2. Find the related hypothesis Hr from the procedural LTM. 

3. For every causal Node in the progressive chain of H,: 

3.1 Locate the causal Node in the progressive chain of H,,, which has the 

same event pattern as the Node of Hr. 

3.2 If found, check the causal mappings in two nodes. If mappings differ, 

combine two nodes into a single clause with new mappings. 

3.3 Remove the associated Node from the progressive chain of Hr. 

4. Repeat Step 3 for the regressive chain of H, and H,,. 

Flgure 9. Algorithm for modifying causal hypotheses 

will be combined into the following statements: 

(cause (agent (or (and x))) 
(effect (or (and (y <type>) (2 <type>))))) 

(cause (agent (or (and (x <type>) (w <type> )I)) 
(effect (or (and (y c type>))))) 

Thus, agents and effects can both be disjunctions or conjunctions. The 
clauses (or(and x1 x2. . x,)) and (or(and XII . . Xln) . . (and x21 . . Xam)) denote 
conjunctions and disjunctions, respectively. If a hypothesis is modified later 
on, the causal mapping can change from conjunction to several disjunctions. 

An existing single-episode hypothesis may be transformed into a multi- 
episode hypothesis to encompass more than the original episode for which it 
was derived. In order for this to occur, the source episodes of the original 
hypothesis and the newly entered episode should be related. The algorithm 
for modifying existing causal hypotheses is shown in Figure 9. Before the 
algorithm is executed, the current context is set as in the learning-from- 
scratch mode. In this case, the context also includes a pointer to the related 
hypothesis in the procedural LTM. 

The algorithm proceeds in three phases. First, a causal hypothesis is. 
created for the new episode as if it were not related to any other episode in 
LTM. Then, constant conjunction of events in the new episode and in the 
source episodes are located. The first two phases yield causal statements 
about the new episode. Next, the two hypotheses, one inferred from the new 
episode and the other recalled from the procedural LTM, are meshed 
together by combining their causal graphs. 
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disjunctive could transform into a conjunctive relation by overwhelming 
evidence about an unknown factor not mentioned in the previously analyzed 
episodes. 

Another feature of NEXUS, which enables it to modify prior causal rela- 
tions, is the means attribute. As described in Figure 6, this attribute can take 
on the following values: constant conjunction, sub-goal, plan-part, conse- 
quence, domain, and agency. Its values are filled in by the causal heuristics. 
Constant conjunction refers to the case where the system detects cooccur- 
rence of two event classes. 

Sub-goal and plan-part are goal-based and plan-directed causality, 
respectively, similar to planfor in (Wilensky, 1983). Subgoals and subplans 
make up a goal or plan tree in which the level of detail in the plans or goals 
increases with the level of the node. Because there may be many independent 
goals and plans in the system, the trees form a forest of goal and plan 
associations. Each tree is represented as an AND/OR tree. The leaves in the 
goal/plan hierarchies, called base plans and base goals, are usually triggered 
by state changes in actions. Consequence denotes such a direct relation 
between an event and a base plan or base goal. 

Domain is a generic term for any causal association found by domain 
heuristics. Agency signals a causal connection by intentional or purposeful 
behavior, although the goal or plan behind the action may not be known. 
For instance, in John killed Mary, John is the cause of Mary’s death. His 
reasons for doing so may or may not be evident. If the input were John 
hated Mary, he killed her, a goal-based attributed could also be made- 
assuming that some applicable goals or plans are recognized. 

Having the capability to differentiate the means by which a causal associ- 
ation was derived, the system can decide which causal relations to drop 
when there is an inconsistency among the new and related past episodes. As 
an example, the system would not drop a goal-based assertion if there is no 
constant conjunction of that goal-based causal connection. But it would 
change the conjunction of goals to disjunctions when all of them do not 
happen in all cases. Continuing on the previous example about Mary’s 
death, just because it was caused by John in one episode does not necessi- 
tate that it be caused by someone like John (i.e., one who hates the deceased 
person) in all episodes. It could have occurred by other means or not hap- 
pened at all. In contrast, a constant conjunction from the past can only be 
retracted if the effect happens in the new episode but not the anticipated 
cause. In other words, the system has the evidence that constant conjunc- 
tion was not a causal association but perhaps a coincidence. 

The restructuring and derivation of causal hypotheses is a continuous 
process. Whenever an episode is analyzed, its related hypotheses will change. 
If there are no related episodes in LTM, then the system will generalize from 
a single example and come up with potential causal relations. The ability of 
learning from single examples in spite of insufficient knowledge is due to 
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the domain-independent causal heuristics. Without them, the program would 
have needed a strong domain theory or should have gone into a guided- 
learning mode in which an expert would supply the missing information. 

CONCLUSION 
We have presented a methodology for memory-based learning of causal 
relations. The methodology has been implemented in the learning program 
NEXUS. The system is based on 

1. A memory model suitable to organize and recall past experiences 
(episodes), and to relate past experiences to new ones without the need 
for sophisticated domain theories. 

2. A set of causal heuristics that take the current context and related past 
experiences into account. 

3. AND/OR causal graphs that are capable of representing different causal 
manifestations and a variety of causal mappings. 

4. Inductive learning models that are able to start up with a single example 
and modify the causal hypotheses later as new episodes are processed. 

Causal reasoning gives a surface-level understanding of a phenomenon. It 
may signal foci of information on which an in-depth reasoning needs to be 
carried out to understand the phenomenon fully. Domain theories and 
functional characteristics of entities can then be used with the deep-level 
understander, such as a case-based reasoner. The learning schemata of 
NEXUS and that of case-based planners can be combined as well; causal 
graphs can guide the indexing operation, and the history of plan usage (and 
failures) may be used to modify causal graphs in return. 

The long-term memory of NEXUS can be queried to find out conjoining 
features and differing parts of episodes. Traversing through the causal chains 
provides the user a synopsis of the common theme of the phenomenon. 

Causal learning can also aid in other cognitive activities such as concept 
formation and knowledge categorization. Moreover, the relation between 
the degree of causal relatedness of events and their recall implies a strong 
connection between memory structures and the perception of causality. 
Thus, a causal reasoning program should be linked to cognitive models and 
other reasoning systems and be part of an overall understanding system. 

Although domain-specific models could, in principle, be used to draw 
detailed conclusions about a phenomenon, automatic acquisition of these 
models is a task that seems to be computationally prohibitive for any rea- 
sonable set of domains. 

We recognize the limitations and certain drawbacks of the proposed 
methodology. The experience we have had in the design and implementa- 
tion of the model has raised the following questions about the model, in 
particular, and causal studies, in general. 
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1. 

2. 

3. 

4. 

5. 

6. 

7. 

Hidden causal factors: This problem has plagued almost all the 
statistical causal studies. Unfortunately, the issue is not an idiosyncrasy 
of the statistical models; causal reasoning in any form is inductive in 
nature. NEXUS also suffers from the problem because all the process- 
ing is based on what it has in its memory as precedents. The best way to 
alleviate the problem is to provide learning techniques that can alter the 
causal understanding of the phenomenon as new factors become known. 
Limited understanding of natural language: The semantics of natural 
language utterances directly affect the type of causal assertions made 
and the way the causal connections are interpreted. A good foundation 
for semantic representation that can cover all aspects of event struc- 
tures and their relation to entities is yet to come. This issue is also 
related to teaching computer programs to learn domain knowledge 
from text or user dialogues. 
Counterfactual reasoning: The causal graphs are not capable of answer- 
ing questions like “What would happen if event X had not happened?” 
Xmay be the cause of several events and its effects could have been nul- 
lified in simple cases, but its nonoccurrence could also be the cause of 
other events happening. 
Representation of time: Events are viewed as things that occur at a 
point in time. They should also be viewed as occurring over a time inter- 
val. NEXUS, however, cannot handle interval events in a satisfactory 
manner, except designating them as events that happen at the end of an 
interval. Combining the two different views and symbolic reasoning 
about time in a uniform way seems to be an elusive goal. 
Mutual causality: From a temporal standpoint, this is a dilemma for 
NEXUS because it views causation as an antisymmetric and irreflexive 
relation. Thus, causal relationships, such as “two objects pushing each 
other” or “hypertension causing kidney disease and vice versa” cannot 
be detected. 
Limited range of domains: As mentioned before, quantitative models 
are more suitable for domains with well-defined theories. Social domains 
in which human actions dictate the occurrence of events are better can- 
didates for NEXUS. 
A very important aspect of testing the power of the learning model is to 
evaluate the plausibility of the causal hypotheses. Because the underly- 
ing mechanism is not deductive, a causal hypothesis cannot be verified 
automatically. Instead, it will have to be examined by the user and re- 
jected if it is not plausible. This subjective testing of plausibility is error 
prone and incomplete but cannot be done by any other means. One 
way of reducing the errors due to judgment is to feed some actual and 
well-studied phenomena into the model and to observe whether the 
hypotheses come close to the causal explanations that were solicited 
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before. Another testing method may be to have the learning program 
operate in two different modes: observer (passive mode), and problem 
solver (active mode). NEXUS is an observer program; it does not per- 
form any tasks based on what it learns. An active planner, such as 
NETWORK (Mannes & Kintsch, 1991), can use the results of a task as 
feedback to verify or eliminate connections in its network representa- 
tion of tasks. 
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